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Abstract

Recent MLLMs have shown promise in scene-
text-aware video understanding, yet their abil-
ity to understand scene text from the wearer’s
perspective in AI-glasses videos remains un-
derexplored. AI-glasses videos are passively
captured without a camera-frame preview, lim-
iting the wearer’s ability to adjust framing dur-
ing recording. As a result, relevant text may
be unstable, and the recorded view may not
fully reflect the wearer’s attention. The chal-
lenge is thus not merely to read visible text,
but to identify and read the right text given
the wearer’s position, viewpoint trajectory, and
goal. To systematically evaluate this capabil-
ity, we introduce WearerText, a benchmark for
Wearer-Centered Scene Text Understanding,
comprising 1,101 real-world AI-glasses videos
and 15,336 QA pairs spanning 13 tasks. These
tasks are organized into a three-level diagnos-
tic hierarchy: L1 Text Perception, L2 Contex-
tual Understanding, and L3 Wearer-Grounded
Reasoning, targeting unstable text perception,
wearer-view alignment, and goal-oriented text
reasoning, respectively. To ensure reliable con-
struction and evaluation, we develop MAH-
V, a multi-agent hybrid verification pipeline
for QA construction, and propose VerEval, a
Verified-evidence metric for open-ended Evalu-
ation. Benchmarking 20 recent MLLMs shows
that current models still struggle with wearer-
centered scene text understanding, particularly
on tasks requiring wearer-view alignment and
goal-oriented text reasoning.1

1 Introduction

Recent multimodal large language models
(MLLMs) have shown impressive progress in
scene-text-aware video understanding (Feng
et al., 2025; Shi et al., 2026). However, their
ability to understand scene text from the wearer’s

*Corresponding authors: Chengqing Zong.
1https://github.com/AprilYapingZhang/WearerText

Videos without  Videos with a

1 2 3 1 3 42

(a)
camera-frame preview

(b)  AI-glasses
a camera-frame preview

Where should I go to get coffee?
Camera View
True Attention

Video frames Video frames

Figure 1: Access to a camera-frame preview changes the
nature of video text understanding. (a) With a camera-
frame preview, the operator can adjust framing to keep
target text stable and centered. (b) AI glasses passively
capture the wearer’s first-person view without such a
preview, making relevant text less stable and less aligned
with the wearer’s attention.

perspective in AI-glasses videos remains largely
underexplored. This capability is important for
everyday applications such as shopping, trans-
portation, and travel navigation, and is particularly
valuable for assistive technologies for people with
visual impairments (Waisberg et al., 2024; Xiao
et al., 2025; Karakostas et al., 2024).

AI-glasses videos differ fundamentally from
videos recorded with a live camera-frame preview.
They are passively captured from the wearer’s first-
person perspective, without showing the wearer
how the scene is actually framed by the camera. As
illustrated in Figure 1, natural head movements can
therefore cause relevant text to appear off-center,
fragmented, or only briefly visible. Moreover,
the captured camera view may not align with the
wearer’s visual attention: multiple text regions may
appear in the scene, while only some are relevant to
the wearer’s position, evolving viewpoint, and goal.
The challenge is thus not merely to read visible
text, but to identify and read the right text given the
wearer’s position, viewpoint trajectory, and goal.
We refer to this problem as wearer-centered scene
text understanding.
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Table 1: Comparison of WearerText with existing text-aware video benchmarks. Video Source indicates how the
video data was obtained: web-sourced videos have unconstrained original capture conditions, while device-captured
videos (dashcam, head-mounted camera, AI glasses) are passively recorded from a fixed first-person viewpoint
without viewfinder framing. Targeted Challenges: ✓ indicates the benchmark explicitly evaluates this challenge
as a first-class axis (dedicated task split or metric); ✗ indicates the phenomenon may occur in the data but is not
isolated for evaluation. Construction: Manual = human-only annotation; Hybrid = LLM-assisted with human
verification; MAH-V = our multi-agent–hybrid verification with factual and logical consistency checks. Evaluation:
String = exact/F1 string match; LLM-judge = single-model semantic judgment; VerEval = our verified-evidence
metric scoring factual grounding and reasoning consistency.

Benchmark Video Source
Targeted Challenges (Evaluation Axes) Scale

Construction Evaluation
Unstable Text
(Viewpoint)

Wearer-View
Alignment

Goal-Oriented
Text Evidence # QA Videos

Number

Web-sourced video (capture conditions unconstrained)

M4ViTeVQA (Zhao et al., 2022) Web video ✗ ✗ ✗ 2,103 7,620 Manual String
VideoOCR (Fei et al., 2025) Web video ✗ ✗ ✗ 2,961 1,028 Manual String
MME-VideoOCR (Shi et al., 2026) Web video ✗ ✗ ✗ 2,000 1,464 Manual String
VidText (Yang et al., 2025) Web video ✗ ✗ ✗ 2,857 939 Manual String

Real-world device capture (passive, no viewfinder feedback)

RoadTextVQA (Tom et al., 2023) Dashcam (driving) ✗ ✗ ✓ 1,052 3,222 Manual String
EgoTextVQA (Zhou et al., 2025) Head-mounted (driving, home) ✓ ✗ ✓ 7,064 1,507 Manual LLM-judge

WearerText (Ours) AI glasses
(shopping, tourism, transit) ✓ ✓ ✓ 15,336 1,101 MAH-V VerEval

Wearer-centered scene text understanding re-
quires three complementary capabilities that exist-
ing text-aware video benchmarks rarely isolate as
distinct evaluation axes (Table 1). (1) unstable text
perception requires recognizing and localizing text
that may be off-center, fragmented, or only briefly
visible under natural head motion. (2) wearer-view
alignment requires identifying relevant text among
competing text regions based on the wearer’s cur-
rent position and view. (3) goal-oriented text rea-
soning requires selecting, linking, and reasoning
over textual evidence across frames based on the
wearer’s goal and evolving viewpoint. Together,
these capabilities form a natural progression from
unstable text perception to wearer-view grounding
and goal-oriented reasoning, enabling more precise
diagnosis of model failures.

To address this gap, we introduce WearerText,
a benchmark for wearer-centered scene text under-
standing in real-world AI-glasses videos. Wear-
erText contains 1,101 videos and 15,336 QA pairs
spanning 13 tasks organized into a three-level diag-
nostic hierarchy: L1 Text Perception targets unsta-
ble text recognition and localization; L2 Contextual
Understanding evaluates wearer-view alignment of
relevant text within the surrounding scene; and
L3 Wearer-Grounded Reasoning evaluates goal-
oriented reasoning over the wearer’s viewpoint tra-
jectory and temporal text evidence. For reliable
QA construction, we develop MAH-V, a multi-
agent hybrid verification pipeline. For open-ended

evaluation, we further propose VerEval, a verified-
evidence metric that assesses factual grounding and
reasoning consistency.

Benchmarking 20 recent MLLMs shows that
wearer-centered scene text understanding remains
far from solved. While current models handle basic
text perception reasonably well, performance drops
sharply on tasks requiring wearer-view alignment
and goal-oriented reasoning over temporal text evi-
dence. These results show that this setting is not a
simple extension of video OCR (Shi et al., 2026):
models must not only read text across frames, but
also determine which text is relevant to the wearer’s
evolving viewpoint and goal. Our contributions are
as follows:

• We formulate scene text understanding in AI-
glasses videos as a wearer-centered problem
and introduce WearerText, a benchmark of
1,101 real-world AI-glasses videos and 15,336
QA pairs spanning 13 tasks in a three-level
diagnostic hierarchy covering unstable text
perception, wearer-view alignment, and goal-
oriented text reasoning.

• We propose MAH-V, a closed-loop Generate
→ Verify → Refine pipeline that combines
multi-agent hybrid verification with human re-
view, and VerEval, a verified-evidence metric
for reliable open-ended evaluation.

• We benchmark 20 MLLMs and find that even
the best models score only 46.2 on L3.3 and



38.9 on L3.6, revealing substantial gaps in
wearer-centered scene text understanding.

2 Related Work

Visual Text Understanding. Visual text under-
standing has evolved from robust scene text recog-
nition and VQA (Zhang et al., 2021; Singh et al.,
2019; Biten et al., 2019) to layout-aware document
analysis, image translation, and multimodal bench-
marks across multilingual, scientific, and wearable
settings (Zhang et al., 2026, 2025d; Liang et al.,
2025; Zhang et al., 2025b; Li et al., 2026; Zhang
et al., 2025c; Chang et al., 2025). Among wearable
benchmarks, WearVQA (Chang et al., 2025) is the
most closely related, but focuses on general VQA
over single wearable images. In contrast, Wear-
erText targets scene text understanding in dynamic
AI-glasses videos, where models must handle un-
stable text, align textual evidence with the wearer’s
view, and reason according to the wearer’s goal.
Egocentric Video Understanding. Egocentric
benchmarks study visual understanding from a first-
person perspective and are closely related to wear-
able assistance. WearVQA (Chang et al., 2025)
evaluates wearable-image understanding, while
EgoTextVQA (Zhou et al., 2025) extends text-
aware VQA to head-mounted videos from driving
and indoor activities. However, existing egocentric
benchmarks do not explicitly decompose scene text
understanding into unstable text perception, wearer-
view alignment, and goal-oriented reasoning over
changing viewpoints. WearerText focuses on this
wearer-centered setting, where the relevance of tex-
tual evidence depends on the wearer’s position,
viewpoint trajectory, and goal.
Text-Centric Video Understanding. Several
benchmarks evaluate text-aware video understand-
ing (Zhao et al., 2022; Wu et al., 2021; Reddy
et al., 2020; Zhou et al., 2025; Wu et al., 2023).
RoadTextVQA (Reddy et al., 2020) focuses on driv-
ing scenes from vehicle-mounted cameras, while
M4-ViTeVQA (Zhao et al., 2022) covers diverse
YouTube videos. More recent benchmarks, includ-
ing MME-VideoOCR (Shi et al., 2026) and Vid-
Text (Yang et al., 2025), further evaluate OCR-
related capabilities in videos. These benchmarks
primarily assess text recognition and understanding
from the recorded video itself, but do not system-
atically evaluate whether models can identify text
relevant to the wearer as the viewpoint changes.

Table 1 summarizes these differences. Unlike

prior text-aware and egocentric benchmarks, Wear-
erText is built from real-world AI-glasses videos
and organizes evaluation into a three-level diagnos-
tic hierarchy.

3 WearerText

In this section, we present the design rationale and
construction pipeline for WearerText, which sup-
ports scalable construction and verifiable annota-
tion for wearer-centered scene text understanding.

3.1 Hierarchical Task Design
To systematically evaluate AI-glasses text under-
standing, we organize WearerText into a three-level
hierarchy with 13 tasks (Table 2). The hierarchy
follows the key capabilities discussed above: un-
stable text reading, wearer-view alignment, and
goal-oriented text evidence reasoning. L1: Text
Perception evaluates whether models can recog-
nize and localize unstable or briefly visible text
in dynamic AI-glasses videos. L2: Contextual
Understanding tests whether models can ground
relevant text within the wearer’s surrounding con-
text, including dense signage, multilingual text,
slogans, and scene-level semantics. L3: Wearer-
Grounded Reasoning further examines whether
models can reason over viewpoint trajectories and
temporal text evidence to support goal-oriented as-
sistance, such as navigation and viewpoint-motion
understanding. Together, these levels provide a di-
agnostic framework for identifying where current
MLLMs fail across perception, contextual ground-
ing, and wearer-centered reasoning.

3.2 Data Construction Pipeline
To support scalable and grounded benchmark con-
struction, we design an integrated pipeline that in-
cludes video collection, layout-aware reference text
grounding, and hierarchical question–answer gen-
eration, as illustrated in Figure 2.
AI-glasses Video Collection To capture the struc-
tural complexity of real-world interactions, we uti-
lize RayNeo AI Glasses to acquire a raw video
dataset V consisting of 1,101 egocentric sequences.
Each sequence, recorded at 30 FPS with a duration
of 5–10 seconds, captures short interaction primi-
tives such as approaching an object or scanning a
menu. Our reasoning tasks therefore target goal-
oriented selection of text evidence within these
clips. For each video v ∈ V , we simultaneously
record a corresponding high-resolution global im-
age Ig to serve as a stable spatial reference for



Table 2: Hierarchy of Wearer-Centered Scene Text Understanding Tasks and Examples in WearerText.

Task ID Task Name Task Definition Examples

Level 1: Text Perception. Can the model SEE and LOCALIZE unstable visible text in dynamic AI-glasses videos?

L1.1
Dynamic Text
Recognition (DTR)

Transcribe scene text from unstable egocentric
views with head motion and viewpoint changes.

“I was walking fast and missed the phone number
on that red sign. Can you tell me what it was?”

L1.2
Dynamic Text
Localization (DTL)

Locate queried text regions in dynamic frames and
describe where they appear in the observed scene.

“Where is the floor and unit number located on the
billboard?”

Level 2: Contextual Understanding. Can the model GROUND relevant text in the wearer’s surrounding context?

L2.1
Query-Guided
Text Extraction (QTE)

Select and extract relevant information from dense
environmental text according to the user’s query.

“How many years has this ‘Dianmao’ restaurant
been specializing in Peking Duck?”

L2.2 Confirmation (CF) Verify the user’s prior belief or memory using cur-
rent visual-textual evidence.

“The sign says ‘Floor 4’. I’m in the mall now; this
shop is on the 4th floor, right?”

L2.3
Cross-Lingual
Understanding (CLU)

Interpret abbreviations, symbols, pinyin, or multi-
lingual identifiers within the physical context.

“What does ‘DIANMAO’ at the top of the sign
represent in this context?”

L2.4
Situated Semantic
Interpretation (SSI)

Interpret the semantic meaning of slogans, signs, or
brand descriptions beyond literal recognition.

“What does the slogan ‘Unmatched in Beijing,
Renowned Everywhere’ imply about this brand?”

L2.5
Wearer-Centered
Situational Inference (WSI)

Infer scene-level attributes or venue suitability by
grounding text in the wearer’s current situation.

“Based on the style and the ‘20-year’ claim, is this a
good place to treat friends to authentic local food?”

Level 3: Wearer-Grounded Reasoning. Can the model REASON and ASSIST according to viewpoint trajectories and user goals?

L3.1
History-Conditioned
Intent Inference (HII)

Infer the wearer’s current intent by combining pre-
vious scene-text observations with the current view.

“I’m tempted by the duck but have a meeting soon.
Are there any ‘fast-eating’ sets mentioned?”

L3.2
Action-Trajectory
Intent Prediction (AIP)

Interpret the wearer’s view trajectory to predict la-
tent goals or possible next actions.

“I looked at the coffee shop sign and then the arrow
sign. Am I trying to find the coffee shop?”

L3.3
Structured Text
Synthesis (STS)

Integrate structured textual sources, such as menus,
or floor boards, while preserving their layout logic.

“Translate the entire list of stores on this directory
into English for me.”

L3.4
Spatio-Temporal
Navigation Reasoning (STN)

Provide action guidance by integrating current loca-
tion, target text, and movement cues over time.

“I see the ‘Floor 4’ ad now. What is the fastest way
for me to get to the actual store from here?”

L3.5
Goal-Oriented
Comparison (GOC)

Compare text-described options across the video
and select the one that matches the wearer’s goal.

“Considering both ‘Professionalism’ and ‘Price’, is
this shop a better choice than a fast-food outlet?”

L3.6
Viewpoint Trajectory
Description (VTD)

Describe how the wearer’s viewpoint changes over
time relative to text-bearing signs or directories.

“Describe how my viewpoint changed.”

ground-truth text extraction. Detailed scenario cov-
erage, sub-domains, and wearable-video condition
statistics are provided in Appendix A and Table 5.
Layout-aware reference text grounding. Given
the global image Ig, we construct a reference text
Tref to serve as the factual anchor for subsequent
question generation and verification. Specifically,
we first apply OCR to obtain a raw token set
Traw = OCR(Ig). To preserve the semantic read-
ing order, we employ an LLM-based layout-aware
transformation that reorganizes Traw into Tlayout us-
ing spatial coordinates (x, y, w, h). Finally, human
verification is performed to produce a high-quality
“gold-standard” reference text Tref.
Hybrid hierarchical QA generation. Based on
(v, Tref) pairs and the predefined three-level task hi-
erarchy, we generate question–answer instances
as candidate pairs (qi, ai), where qi denotes a
wearer-centered question and ai denotes its ref-
erence answer. We use a hybrid strategy, Dhybrid =
Dauto ∪ Dman. The automatic branch Dauto lever-
ages MLLMs for scalable synthesis, while the man-

ual branch Dman provides expert-curated instances
to complement automated generation with greater
diversity and quality assurance. This hybrid de-
sign aims to balance large-scale coverage with
reasoning-oriented question diversity.

3.3 MAH-V: Multi-Agent–Hybrid Verification

The reliability of task construction is critical
for evaluating situated reasoning. We introduce
the Multi-Agent–Hybrid Verification (MAH-V)
pipeline, which combines a committee of special-
ized agents A = {Afact, Alogic, Aconsistency, Arefine}
with a final human-verification stage to filter
Dhybrid. The agent committee runs the multi-agent
quality control stage shown in Figure 2, and its out-
put is reviewed by expert annotators as described
at the end of this section.
Fact Checker Agent. The Fact Checker Afact as-
sesses the factual accuracy of each candidate pair
(qi, ai) ∈ Dhybrid. Given the video v and the ver-
ified reference text Tref, it produces a structured



1. Hierarchical Task Design 2. Data Construction Pipeline 3. Multi-Agent–Hybrid Verification

L1 Text Perception
read and localize unstable text.

L2 Contextual Understanding
select and ground relevant text in context.

L3 Wearer-Grounded Reasoning
reason over view trajectories and temporal

text evidence.
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Figure 2: Overview of the WearerText construction pipeline. We first define a three-level hierarchy for AI-glasses
text understanding, then collect videos and generate layout-aware reference text and hybrid QA pairs. The multi-
agent–hybrid verification pipeline then performs data quality control and refinement before final human validation.

factual assessment:

Sfact = Afact(qi, ai, v, Tref). (1)

Here, Sfact = (sfact,Rfact), where sfact ∈ [0, 1]
is the factuality score and Rfact contains concrete
revision suggestions. The agent checks whether
factual elements in the question and answer, partic-
ularly numerical values and entities, are supported
by the video and Tref. Candidates with sfact < τ
are marked for refinement, while Rfact identifies
unsupported content and provides actionable sug-
gestions for correcting the question or answer.
Logic Checker Agent. The Logic Checker
Alogic evaluates whether the reasoning process is
grounded in the wearer-centered video context
along three criteria. First, it assesses sequence
necessity, determining whether temporal visual ev-
idence is required to answer the question. Second,
it performs indexical alignment by linking spatial
references such as “the sign on the left” to specific
video segments, ensuring that spatial descriptions
are grounded in the wearer’s viewpoint. Finally, it
verifies temporal causality by checking that the tex-
tual cues supporting the answer have appeared in
the observed video evidence, preventing reasoning
that relies on unavailable information.
Consistency Agent. To improve the correct-
ness of the generated data, the Consistency Agent
Aconsistency performs cross validation. It detects
contradictions between the factual evidence re-
trieved by Afact and the reasoning logic proposed
by Alogic. For example, if Afact confirms a bus de-
parts at “10:30” but Alogic infers a wait time based

on “10:35”, Aconsistency identifies the mismatch and
generates a conflict report Rconf.
Refinement Agent. The Refinement Agent Arefine
serves as the final improvement step. Rather than
simply discarding failed pairs, it uses the descrip-
tive feedback and conflict reports {Rconf, Sfact}
to improve the final QA pairs: (q′i, a

′
i) =

Arefine(qi, ai,Rconf, Sfact).
Human Verification and Final Dataset. After
multi-agent verification, the refined QA pairs are
passed to expert human annotators for final valida-
tion. Three domain experts independently review
each sample, assessing both factual accuracy and
logical coherence. Only samples achieving unani-
mous approval or majority consensus (2 out of 3)
are retained in the final benchmark. This human-
in-the-loop validation achieves an inter-annotator
agreement of κ = 0.89, indicating high consistency
in our quality assessment protocol.

3.4 VerEval: Verified-Evidence Evaluation

We propose Verified-Evidence Evaluation
(VerEval), which adapts the MAH-V agent
architecture for open-ended answer evaluation.
While MAH-V uses OCR reference text for quality
control during benchmark construction, VerEval
directly compares model predictions with ground
truth. VerEval uses three scoring agents. The
Fact Scorer produces Sfact by checking whether
factual anchors such as numbers, timestamps, and
entities match the visual evidence and ground truth.
The Logic Scorer produces Slogic by evaluating
whether the answer’s reasoning is compatible



with spatio-temporal constraints in the video. The
Consistency Scorer then produces Sconsist by
jointly reviewing the fact and logic judgments,
their justifications, and the model answer. Thus,
Sconsist is the output of the consistency-scoring
prompt, not a renamed factuality score.

We use Sfact as an intermediate diagnostic sig-
nal, but exclude it from the final aggregate because
its evidence is already checked by the consistency
scorer and because the held-out human-alignment
study showed lower discrimination for the raw fact
score than for Sconsist and Slogic. The final VerEval
score is therefore

Soverall = λ1 · Sconsist + λ2 · Slogic. (2)

In this paper, we set λ1 = 0.9 and λ2 = 0.1, se-
lected on held-out human-judged samples; detailed
weighting results are provided in Appendix D.3.
We report the alignment between VerEval and hu-
man judgment in Figure 3, and provide all three
scoring prompts in Appendix C.3.

4 Experiments

Data Statistics. We summarize dataset
characteristics—scenario coverage, QA and
video language distribution, and the test/train
split—in Appendix Table 5, which illustrates the
dataset’s diversity across scenes and text settings.
Model Evaluation. We evaluate 5 closed-source
API-based models (GPT-5.2 (OpenAI, 2025),
Gemini-3-Pro (Google, 2025), Claude-Opus-
4.5 (Anthropic, 2025), Qwen3-VL-PLUS (Bai
et al., 2025a), Seed-1.6 (ByteDance, 2025))
and 15 advanced open-source MLLMs (Intern-
VL3.5-8B/38B (Wang et al., 2025), Qwen2.5-
VL-3B/7B/32B (Bai et al., 2025b), Qwen3-
VL-4B/8B/32B (Bai et al., 2025a), GLM-4.6V-
Flash-9B, GLM-4.6V-106B-A12B(Team et al.,
2025), VideoLLaMA3-7B (Zhang et al., 2025a),
MINICPM-V-4.5 (Yu et al., 2025), LLaVA-NeXT-
Video-7B (Zhang et al., 2024), VideoR1-7B (Feng
et al., 2025), MOLMO-2-8B (Clark et al., 2026)).

4.1 Main Results
Alignment Between VerEval and Human Judg-
ment. We evaluate VerEval on 390 QA pairs an-
notated by three experts and finalized by majority
vote as Correct or Wrong. We compare against
SAS, a transformer-based semantic answer sim-
ilarity metric (Risch et al., 2021), and ANLS, a
normalized edit-similarity metric widely used in

scene-text VQA (Biten et al., 2019). As shown in
Figure 3, our VerEval Score aligns more closely
with human judgments. It yields a larger Correct–
Wrong mean gap (0.402 vs. 0.112/0.094). These
results indicate that VerEval provides a more re-
liable evaluation signal than ANLS and SAS for
open-ended wearer-centered scene text understand-
ing. We therefore report the main leaderboard with
VerEval scores in Table 3, while detailed ANLS
and SAS results are provided in Appendix Tables 6
and 7. VerEval produces scores on the raw [0,1]
scale; we multiply them by 100 when reporting
results for readability in Tables.

Wrong Correct
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e
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Wrong Correct
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(b) SAS
Wrong Correct
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Figure 3: Distribution of automated metric scores
grouped by human judgment (Wrong vs. Correct). (a)
VerEval. (b) SAS. (c) ANLS. Red diamonds indicate
mean values. The larger separation for VerEval indi-
cates stronger alignment with human.

Capability Boundaries of Mainstream MLLMs.
As detailed in Table 3, strong closed-source models
such as GPT-5.2 and Gemini-3-Pro obtain the high-
est overall scores in our evaluation (73.1 and 72.9
respectively), but clear limitations remain in Structured
Text Synthesis (L3.3 STS) and Viewpoint Trajectory
Description (L3.6 VTD). Specifically, the best scores
in these two categories are 46.2 (Gemini-3-Pro) and
38.9 (Qwen3-VL-PLUS), indicating a substantial drop
relative to Dynamic Text Recognition (L1.1 DTR). The
results suggest that moving from unstable text percep-
tion to goal-oriented text evidence selection remains
challenging for current MLLMs.

Effectiveness of Training with Scalable Ver-
ified Data. To test whether MAH-V data is
useful beyond benchmark construction, we fine-
tune Qwen2.5-VL-7B on (v1) unverified LLM-
generated data and (v2) MAH-V-verified data—
both drawn from videos disjoint from the test split—
and compare against the zero-shot baseline (v0).
Table 4 shows that v1 gains on L1/L3 but loses
1.2% on L2 Contextual Understanding, whereas
v2 improves every level (+3.7% L1, +1.8% L2,
+0.5% L3). Multi-agent verification therefore both



Table 3: Overall VerEval scores. Bold indicates the best, Underline indicates the second best.

Model L1: Perception L2: Understanding L3: Wearer-Grounded Reasoning Overall
L1.1 L1.2 L2.1 L2.2 L2.3 L2.4 L2.5 L3.1 L3.2 L3.3 L3.4 L3.5 L3.6 AVG
DTR DTL QTE CF CLU SSI WSI HII AIP STS STN GOC VTD

Closed-source Models
GPT-5.2 84.5 77.7 72.4 74.2 85.8 73.0 82.4 81.2 82.6 45.1 73.6 83.2 34.4 73.1
Gemini-3-Pro 91.4 75.8 82.7 82.8 83.2 70.2 81.6 77.1 79.5 46.2 73.1 80.6 23.0 72.9
Claude-Opus-4.5 86.9 71.6 76.2 77.4 72.3 60.5 80.1 75.2 79.2 44.8 71.3 75.7 35.9 69.8
Qwen3-VL-PLUS 89.1 76.7 73.3 74.0 79.6 66.4 82.4 73.9 78.1 43.8 70.4 78.6 38.9 71.2
Seed-1.6 84.0 70.4 71.8 75.0 61.1 63.3 60.2 58.6 54.3 46.0 55.4 57.6 35.1 61.0
Open-source Models
InternVL3.5-8B 54.4 49.6 43.9 50.4 57.0 28.1 49.6 40.4 25.5 7.9 43.3 35.3 21.4 39.0
InternVL3.5-38B 68.5 54.8 38.3 53.6 54.2 32.8 50.5 42.3 36.3 16.2 42.6 44.3 11.2 42.0
Qwen2.5-VL-3B 65.9 52.1 48.2 59.5 61.8 29.3 51.6 49.0 47.9 15.2 41.0 44.1 7.5 44.1
Qwen2.5-VL-7B 69.0 55.8 58.4 59.5 73.3 43.3 69.1 56.6 66.1 52.3 50.8 17.8 22.9 53.5
Qwen2.5-VL-32B 73.2 64.6 54.3 67.2 73.9 42.1 71.9 63.1 70.8 30.0 58.8 62.9 21.4 58.0
Qwen3-VL-4B 72.6 57.7 53.3 60.2 72.0 38.7 64.2 58.2 58.4 20.6 50.5 48.8 19.8 51.9
Qwen3-VL-8B 74.6 66.6 55.2 60.8 75.2 43.6 57.3 50.1 56.8 26.2 42.3 42.0 19.3 51.5
Qwen3-VL-32B 76.5 70.1 62.2 68.3 78.1 56.1 77.4 74.5 72.2 28.3 62.1 68.3 27.8 63.2
GLM-4.6V-Flash-9B 58.3 56.9 58.0 51.9 51.3 36.1 41.3 36.0 35.0 19.2 36.5 35.0 11.1 40.5
GLM-4.6V-106B-A12B 73.7 64.6 61.2 58.5 67.7 47.6 55.1 48.3 52.0 27.2 46.8 39.6 25.2 51.4
MINICPM-V-4.5 76.5 63.3 62.7 69.6 46.6 48.4 60.5 53.5 50.6 22.2 46.2 46.0 9.5 50.4
Open-source Video Models
VideoLLaMA3-7B 51.1 55.0 47.1 52.8 53.8 28.5 49.0 43.1 50.0 13.9 39.7 42.7 4.9 40.9
LLaVA-NeXT-Video 8.6 18.3 10.6 18.3 32.9 7.5 21.6 17.0 19.8 2.6 15.1 21.5 2.1 15.1
VideoR1-7B 66.0 51.0 42.7 58.4 66.4 38.3 61.6 55.7 62.4 24.2 49.6 54.4 24.6 50.4
MOLMO-2-8B 27.0 51.0 30.8 48.6 63.0 22.1 43.7 34.5 46.9 11.3 35.7 35.8 11.9 35.6
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Figure 4: Capability Boundaries of Mainstream
MLLMs.

raises overall data quality and removes the L2
degradation introduced by direct LLM synthesis.

4.2 Key Findings

We conduct extensive experiments to thoroughly
analyze the challenges presented by WearerText.
Our analysis centers on the following questions:
Q1: How do tasks differ in difficulty? As shown
in Figure 5, across both Qwen2.5-VL and Qwen3-
VL families, task difficulty increases from L1 to
L3. L1 perception scores highest, L2 understanding
trails behind, and L3 reasoning remains most chal-
lenging. This clear separation (L1 > L2 > L3)
confirms that task complexity grows with each
level. Notably, the substantial performance gap
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Figure 5: Performance across model sizes and task lev-
els. Across both Qwen2.5-VL and Qwen3-VL families,
L1 remains easier than L2, and L3 is consistently the
most challenging, indicating that the three-level hierar-
chy preserves a clear difficulty separation across scales.

between L1 and L3 (up to 20 points) suggests that
current MLLMs struggle to move from reading
unstable text to wearer-view alignment and goal-
oriented text evidence selection.

Q2: Why do current models fail? To move be-
yond aggregate scores, we manually categorize
GPT-5.2’s incorrect predictions on the held-out
test set. As shown in Figure 6(d), the dominant
failure type is goal-oriented text evidence reason-
ing (57.4%), followed by unstable text recogni-
tion (26.6%) and wearer-view alignment (16.0%).
These results suggest that the key bottleneck is not
only OCR, but the ability to select and reason over
the right textual evidence under the wearer’s view.
Figure 6 illustrates these failure modes. In (a), the



3s 4s 5s

秘制卷牛肋排

Q: What are the dish names scrolling on the digital screen in front 
of me? They flashed too quickly for me to see clearly.

GPT-5.2:The dish names on the electronic screen are not clearly 
visible in this footage.

Reference:秘制卷牛肋排 (mud stove grilled meat)

Q: Please count which years are explicitly mentioned as “Wangjing 
Flagship Store” among the awards on the wall in front of me.

GPT-5.2: 2018, 2019, 2020, 2022, 2023

Reference: 2018， 2019

亦庄店

1s 3s 4s

3s 4s 8s

Lukcin coffee瑞幸咖啡
B1-26

Q: I’m in the mall now. What is the fastest way for me to get coffee?

GPT-5.2: Take the escalator down to Luckin Coffee at B1-26.

Reference: There is a Starbucks on your left you can go to.

(a) Unstable Text recognition (b) Goal-oriented text reasoning

(c) Wearer-View Alignment (d) Error Distribution

57.4%

26.6%

16.0%

Wearer-View
Alignment

Unstable Text
Recognition

Goal-oriented
text evidence

reasoning

Figure 6: Representative failure cases and Error distribution on WearerText. Red text denotes model predictions,
while green text denotes reference answers.
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Figure 7: Diagnostic bar comparisons for GPT-5.2.
(a) Modality ablation: full video, sampled keyframes,
layout-aware OCR text. (b) Memory strategies: no
memory, OCR text memory, structured text memory
with reasoning, and raw multimodal memory. Arrows
indicate changes relative to the full-video baseline.

model fails to recognize briefly visible scrolling
text on a digital screen, showing the difficulty of
unstable text reading under blur and short exposure.
In (b), the model incorrectly includes years from
visually similar awards, indicating weak temporal
evidence accumulation and fine-grained text selec-
tion. In (c), the model gives an incorrect navigation
suggestion because it fails to align visible shop
signs with the wearer’s spatial context. Overall,
these cases show that AI-glasses text understand-
ing requires the joint ability to read unstable text,
ground it from the wearer’s viewpoint, and accu-
mulate goal-relevant evidence over time.
Q3: Does the benchmark require full AI-glasses
video? We compare GPT-5.2 with full video, sam-
pled keyframes, and layout-aware OCR text. As
shown in Figure 7(a), full video consistently out-

Table 4: Effectiveness of Scalable Verified Data Gener-
ation. Bold indicates the best performance; underline
indicates the second best. ↑ and ↓ denote improvement
or decline relative to the v0 baseline.

Metric v0
Zero-shot

v1
Unverified LLM

v2
MAH-V

L1 62.4 65.0 ↑2.6 66.1 ↑3.7
L2 60.7 59.5 ↓1.2 62.5 ↑1.8
L3 56.5 59.0 ↑2.5 57.0 ↑0.5
Overall 59.5 60.3 ↑0.9 61.4 ↑1.9

performs reduced inputs across L1–L3 and over-
all. The gap is modest for image-only input but
much larger for OCR-only input, especially at L3,
indicating that higher-level tasks require visual con-
text and temporally ordered wearer-view signals
beyond extracted text.
Q4: Does memory help AI-glasses text under-
standing? We compare four memory strategies on
GPT-5.2 in Figure 7(b): no memory, unstructured
multimodal memory with raw past frames, OCR-
derived text memory with concatenated OCR to-
kens, and structured text memory with distilled per-
frame text indexed by the wearer’s viewpoint tra-
jectory and paired with a reasoning prompt. Three
task-specific patterns emerge. (i) Memory helps
when evidence is temporal. Gains concentrate
on L3 Wearer-Grounded Reasoning (e.g., L3.1 HII
and L3.5 GOC), while frame-local L1 perception is
largely unaffected. This suggests that the L3 deficit
in Q1 partly reflects a memory-architecture limita-



tion rather than model capacity alone. (ii) Struc-
ture beats raw recall. OCR-only memory brings
little gain, whereas trajectory-indexed distilled text
with a reasoning prompt improves overall perfor-
mance by +2.0. It is also the only configuration
that helps L3.4 STN and L3.6 VTD, both of which
explicitly query the wearer’s movement. (iii) Raw
multimodal memory hurts. Stale frames degrade
accuracy below the no-memory baseline, suggest-
ing that re-perception competes with current-frame
perception and amplifies the unstable-text errors.
Design implication: future systems should main-
tain a low-bandwidth episodic record of distilled
text indexed by the viewpoint trajectory rather than
a verbatim multimodal buffer.

5 Conclusion

We introduce WearerText, a benchmark for evalu-
ating AI-glasses text understanding in real-world
wearable scenarios. Through our three-level task
hierarchy, we assess 20 recent MLLMs on real-
world public text-use challenges. Our findings
have shown that current models remain limited
on wearer-centered scene text understanding and
reasoning, especially when answers require select-
ing relevant text evidence from partial observations
according to the wearer’s goal. These results sug-
gest that progress in this setting requires stronger
wearer-view alignment, structured memory over
observed text, and intent-aware reasoning.
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Limitations

WearerText is collected from real wearable-glasses
videos, but its coverage is still bounded by the
recording locations, participant behaviors, de-
vice characteristics, and public-space scenarios
included in our study. Although the benchmark
contains multilingual and mixed-language text, its
distribution is not intended to represent all lan-
guages, regions, signage conventions, or accessibil-
ity needs. Future extensions should include broader
geographic coverage, more diverse users, and addi-
tional low-resource languages.

Our task design focuses on offline question an-
swering over short egocentric clips. Thus, “goal-
oriented text evidence selection” refers to select-

ing relevant textual evidence within 5–10 second
interaction primitives according to the wearer’s cur-
rent goal, rather than long-horizon memory over
minutes or hours. This setting enables controlled
comparison across models, but it does not fully
capture interactive use cases in which a wearable
assistant can ask clarification questions, adapt its
guidance, or operate under real-time latency and
energy constraints.

WearerText is wearer-centered in the sense that
questions are grounded in the camera-view trajec-
tory of the person wearing the device. However,
our RayNeo recordings do not include eye-tracking
signals, so camera view should not be interpreted
as true gaze. Future versions with synchronized
gaze sensing could separate head direction, eye
fixation, and user intention more precisely.

Ethical Considerations

This work advances AI-glasses text understanding
by providing a comprehensive and rigorous bench-
mark. All data contributors provided informed con-
sent. To ensure privacy, we implemented rigorous
anonymization (facial blurring) for all third-party
individuals. Our pipeline prioritizes transparency
and bias mitigation throughout the collection and
annotation process.
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A Dataset Statistics

We summarize the statistics of WearerText in
Table 5. The dataset consists of 1,101 real-
world egocentric videos collected in three text-rich
scenarios—shopping centers, transportation hubs,
and tourist destinations—and contains 15,336
question–answer pairs spanning diverse perceptual,
contextual, and reasoning-oriented tasks. Figure 8
presents representative qualitative examples across
all 13 WearerText tasks. The examples illustrate
the progression from dynamic text perception (L1),
through contextual understanding (L2), to wearer-
grounded reasoning over goals, history, and view-
point trajectories (L3).

The collection spans sub-domains such as restau-
rants, supermarkets, menus, subway and railway
stations, airports, street scenes, parks, and muse-
ums. Common wearable-video conditions related
to the challenges discussed in the main paper are
intentionally preserved: 72.0% of videos contain
viewpoint changes, 33.7% contain briefly visible
text, and 4.8% contain visible motion blur. These
conditions are not mutually exclusive, since a sin-
gle video may contain multiple challenges. We
view this coverage as diagnostic rather than exhaus-
tive; broader geographic and linguistic expansion
remains future work.

The benchmark primarily covers Chinese and
English language settings. Most QA pairs are
in Chinese (67.59%), while English and mixed
Chinese-English QA pairs account for 16.40% and
15.19%, respectively. At the video level, 29.22% of
the visible scene text is Chinese-only, while 69.15%
contains mixed Chinese-English text, reflecting the
multilingual nature of everyday embodied text en-
vironments.

We reserve 1,391 QA pairs as the held-out test
split used for the complete 13-task zero-shot leader-
board and human-alignment analysis in the main
paper. The remaining 13,945 QA pairs form a
separate training pool and are never used to tune
the zero-shot leaderboard models. The controlled
Qwen2.5-VL-7B SFT comparison in Table 4 eval-
uates v0, v1, and v2 on the same 11-task subset
(L1.1–L3.4), excluding L3.5 and L3.6; its absolute
scores are therefore not directly comparable to the
complete 13-task results in Table 3.

B Multi-Faceted Per-Task Evaluation

To complement VerEval, we also report two
surface-similarity metrics so that readers can com-

Table 5: Statistics of WearerText. Wearable-video
condition percentages are non-exclusive: one video may
contain multiple conditions.

Statistic Value

Total Videos 1,101
Total Questions 15,336

By Scenario
Shopping Centers 378 videos
Transportation Hubs 412 videos
Tourist Destinations 311 videos

Wearable-Video Conditions (non-exclusive)
Viewpoint Changes 72.0% videos
Briefly Visible Text 33.7% videos
Visible Motion Blur 4.8% videos

QA Language
Chinese 67.59%
English 16.40%
Mixed Chinese-English 15.19%
Other 0.82%

Video Text Language
Chinese 29.22%
Mixed Chinese-English 69.15%

Verification Split
Test Set 1,391 QAs / 107 videos
Train Set 13,945 QAs / 994 videos

pare WearerText models under traditional VQA
scoring conventions: (1) ANLS (Average Normal-
ized Levenshtein Similarity) measures exact string
accuracy via normalized Levenshtein similarity
(edit distance divided by the longer string length),
shown in Table 6. (2) SAS (Semantic Answer Sim-
ilarity) measures the semantic similarity between
the predicted answer and the ground truth answer,
so paraphrased but equivalent answers still score
highly, shown in Table 7.

C Implementation Details

C.1 Data Construction Pipeline

The OCR tool used in this paper is PaddleOCR (Cui
et al., 2025), and the layout-aware transforma-
tion, which reorganizes OCR tokens into reading-
order reference text Tref conditioned on detected
bounding boxes, is performed by o4-mini (Ope-
nAI, 2025); this is a separate stage from scoring
and does not interact with the judge. The Fact
and Consistency Agents return continuous scores
in [0, 1]; QA pairs whose Fact score falls below
the acceptance threshold τ = 0.7 or whose Con-
sistency Agent emits a conflict report are routed
to the Refinement Agent, which is allowed up to
2 revision passes before any still-failing pair is
dropped. The retained pairs then proceed to the



Ordinary Text Recognition

霓虹灯招牌上的店名是什
么？
What store name is written 
on the neon sign?

Spatial Text Grounding
警示牌“卷帘门下严禁堆物”
出现在画面的哪一侧？
On which side of the screen 
does the warning sign “No 
Stacking Under Roller 
Shutter Doors” appear?

“凭条出口”标签正下方的
是哪个入口？
Which entrance is directly 
below the “receipt exit” 
label?

1

L3.2 Action-Trajectory Intent Prediction (AIP)
我先看了方向指示牌，又沿着箭
头方向移动。接下来我可能要去
哪里？
After looking at the direction sign 
and moving along the arrow, where 
am I likely to go next?

L2.5 Wearer-Centered Situational Inference (WSI)

L3.4 Spatio-Temporal Navigation Reasoning (STN)

L3.5 Goal-Oriented Comparison (GOC) 
若目标是直达西安，从“武威”
分出的两条线应选哪条？
If my goal is to go directly to 
Xi’an, which line from “Wuwei” 
should I choose?

L3.3 Structured Text Synthesis (STS)
将牵马俑简介中的文本翻译
成英语。
Translate the text in the 
introduction of the horse 
drawn figurine into English.

救护车上的英文缩写代表
什么机构？
What organization does the 
abbreviation on the 
ambulance represent?

我记得甘蔗马蹄水有两杯
优惠，价签能确认吗？
I remember a two-cup deal 
for sugarcane water chestnut 
drink. Does the price sign 
confirm this?

我想买烤肠。根据招牌和移动
轨迹，应该往哪里走？
I want to buy grilled sausage. 
Based on the sign and movement 
trajectory, where should I go?

L3.1 History-Conditioned Intent Inference (HII)

Vertical Text Recognition 

标牌上注明的尺寸是多
少？
What size is indicated on 
the label?

Cross-frame Text Recognition 

Temporal Text Grounding

视频中“机场巴士”图标首
次出现在哪一帧？
At which frame does the 
“airport bus” icon first 
appear in the video?

L1.1 Dynamic Text Recognition (DTR)

L2.4 Situated Semantic Interpretation (SSI)
奖牌上反复出现的“望京旗舰店”
说明这家店有什么特点？
What does the repeated phrase 
“Wangjing Flagship Store” on the 
plaques imply about this store?

Level 1: Text Perception Level 2: Contextual Understanding Level 3: Wearer-Grounded Reasoning

L1.2 Dynamic Text Localization (DTL)

L2.3 Cross-Lingual Understanding (CLU)

L2.1 Query-Guided Text Extraction (QTE)

L2.2 Confirmation (CF)

我先查看公园规则牌，又带着野
餐垫靠近草坪。我的意图可能是
什么？
After checking the park rules and 
walking toward the grass with a 
picnic blanket, what am I likely 
trying to do?

L3.6 Viewpoint Trajectory Description (VTD)

请按时间顺序描述视频中我
的视角如何变化。
Please describe how my 
recorded viewpoint changes 
over time.

红色墙面上的文字是什么？
What is written on the red 
wall?

根据牌子上显示的服务名称，
这里主要提供哪种服务？
According to the service name 
displayed on the brand, what 
kind of service is mainly 
provided here?

Figure 8: Per-task qualitative examples from WearerText. The examples cover all 13 tasks in the three-level
hierarchy and pair representative frames from AI-glasses videos with the corresponding bilingual wearer-centered
queries.

human-verification stage.

C.2 VerEval Judge Setup

The VerEval judge operates in two modes. In the
evidence-based mode, it receives the prediction,
question, and verified ground truth, but not the
video frames, and evaluates consistency with this
verified evidence record. In the video-aware mode,
the original video is additionally provided, allow-
ing the judge to re-examine the visual evidence
directly. In this paper, all main-table results are
obtained in the evidence-based mode using a fixed,
locally deployed Qwen3-VL-32B judge (Bai et al.,
2025a). We adopt this setting for the 20-model
leaderboard because it avoids additional input to-
kens per video and isolates the evaluated model’s
perception from a second judge-perception pass.
The three scorers each make one call per answer.
Decoding uses temperature 0, a 1,024-token cap,
and a deterministic seed.

C.3 VerEval Scoring Prompts

We employ three prompts for model evaluation
in the VerEval framework. The Fact Scoring
Prompt generates a structured factual assessment

Sfact = (sfact,Rfact) by detecting discrepancies
in key information (e.g., numbers, timestamps, and
entities) against video content and ground truth; it
reports both a diagnostic score sfact and suggested
corrections Rfact. The Logic Scoring Prompt as-
sesses the structural integrity of the reasoning pro-
cess and its alignment with spatio-temporal con-
straints, outputting the Logic Score (Slogic). The
Consistency Scoring Prompt jointly reviews the
fact judgment, logic judgment, their rationales, and
the model answer, producing the Consistency Score
(Sconsist). In the final VerEval score, Sconsist refers
specifically to the output of the consistency-scoring
prompt in Figure 9c. It is not a renamed version of
the Fact Agent’s structured assessment Sfact. We
treat its scalar component sfact as an intermedi-
ate diagnostic because the consistency scorer al-
ready checks factual evidence while also assessing
whether the fact and logic judgments are mutually
coherent. Empirically, raw fact scoring showed
weaker separation from human judgments than the
consistency and logic scores. Therefore, sfact is
excluded from the aggregate, and Soverall is com-
puted only from Sconsist and Slogic. The full scor-
ing prompt templates are shown in Figure 9.



Three prompt types for evaluating factual accuracy, logical rigor, and final consistency.

F

# Fact Scoring
You are a rigorous expert in fact scoring. Please evaluate the accuracy of the answer to be assessed based on the ground truth and video.
## QA to be Scored 
Question: {question} 
Ground Truth: {ground_truth} 
Answer to be Evaluated: {answer} 
## Scoring Task Requirements 
### 1. Fact Assessment (Core: Hallucination Detection) 
Verify every word/number in the answer to check for: 
- Information that contradicts the ground truth 
- Information inconsistent with the video, especially significant text recognition errors 
- Fabricated non-existent content 
- Errors in key information such as numbers, names, times, locations 
### 2. Completeness Assessment 
Check for omissions of key information in the ground truth and important content in the video 
## Scoring Criteria 
- Total score = 1.0, minimum 0 
- Critical Error: Factual contradiction with the ground truth or video in key information -> Deduct 0.4-0.8 points 
- Minor Error: No critical errors, but secondary errors or minor deviations in supplementary statements -> Deduct 0.1-0.3 points 
- Incomplete Information: Answers the question without factual contradictions but does not fully cover the ground truth and video -> Deduct 0.05-
0.15 points 
- Perfect Match: Fully consistent with the ground truth and video -> 1.0 points 
## Output Format 
Strictly output in the following JSON format: ```{ “score”: “xxx”, "reason": "xxx" } ``` 
Where "score" is a two-decimal-place score, and "reason" explains the factual errors or inconsistencies with the video in the answer to be evaluated. 
Please rigorously verify every specific piece of text and validate it with the video information!

(a) Fact scoring prompt.

# Logic Scoring
You are a logic scoring expert specializing in evaluating the logical rigor of question design and answers, 
and verifying them in conjunction with video.
## QA to be Scored
Question: {question} 
Ground Truth: {ground_truth} 
Answer to be Evaluated: {answer} 
## Scoring Task Requirements
### 1. Evaluation of Logical Rigor in Answers
Quality of logical reasoning in the answer: 
- Whether the reasoning process is reasonable and the conclusion is natural 
- Whether the logical chain is complete and rigorous 
- Whether there are logical leaps or contradictions 
### 2. Accuracy of Question Understanding
Assess whether the core requirements of the question are accurately understood 
### 3. Logical Consistency with video
Check whether the answer's logic aligns with the video: 
- Whether the understanding of the video scenes is correct 
- Whether the reasoning based on the video is reasonable 
- Whether there are logical judgments that contradict the video 
## Scoring Criteria 
- Total score = 1.0, minimum 0 
- Logical Confusion: The reasoning process contains serious logical errors or contradictions with the video -> Deduct 0.4-0.8 points 
- Misunderstanding: Misinterpretation of the question, leading to an incorrect answer direction -> Deduct 0.4-0.8 points 
- Logical Laxity: The reasoning process is mostly correct but lacks rigor or is poorly integrated with the video -> Deduct 0.1-0.3 points 
- Logical Rigor: The reasoning process is reasonable, the conclusion is natural, and fully consistent with the video -> 1.0 points 
## Output Format 
Strictly adhere to the following JSON format for output: ```{ "score": "xxx", "reason": "xxx" }``` 
Where “score” is a two-decimal-place score, and “reason” is the justification for the score, explaining the logical errors in the answer to be 
evaluated and any inconsistencies with the video. Please strictly follow the logical standards for evaluation and verify them in conjunction with 
the video information!

(b) Logic scoring prompt.

# Consistency Scoring
You are a comprehensive judgment expert, providing final judgments based on factual and logical scoring results.
## QA Information
Question: {question}
Ground Truth: {ground_truth}
Answer to be Evaluated: {answer}
## Factual Scoring Results
- Fact Score: {fact_score}
- Fact Scoring Reason: {fact_reason}
## Logical Scoring Results
- Logic Score: {logic_score}
- Logic Scoring Reason: {logic_reason}
## Scoring Criteria
- Total Score = 1.0, minimum 0
## Evaluation Task
Based on the above factual and logical scoring results and video, provide a final consistency judgment:
- Balance factual accuracy and logical rigor, considering both dimensions
- Evaluate the overall consistency between the answer and the video
- Assess the overall quality and consistency level of the answer
- Consider primary and secondary issues
- Provide a final comprehensive score
## Output Format
Strictly adhere to the following JSON format for output: ```{"score": "xxx","reason": "xxx"}```
Where "score" is a two-decimal-place score, and "reason" is a detailed scoring rationale, explained in conjunction with the video.
Please provide a strict and fair judgment!

(c) Consistency scoring prompt.

Figure 9: Scoring prompt templates used in VerEval.



Table 6: ANLS Performance. Bold indicates the best, Underline indicates the second best. Task abbreviations:
DTR (Dynamic Text Recognition), DTL (Dynamic Text Localization), QTE (Query-Guided Text Extraction), CF
(Confirmation), CLU (Cross-Lingual Understanding), SSI (Situated Semantic Interpretation), WSI (Wearer-Centered
Situational Inference), HII (History-Conditioned Intent Inference), AIP (Action-Trajectory Intent Prediction), STS
(Structured Text Synthesis), STN (Spatio-Temporal Navigation Reasoning), GOC (Goal-Oriented Comparison),
VTD (Viewpoint Trajectory Description).

Model L1: Perception L2: Understanding L3: Wearer-Grounded Reasoning Overall
L1.1 L1.2 L2.1 L2.2 L2.3 L2.4 L2.5 L3.1 L3.2 L3.3 L3.4 L3.5 L3.6 AVG
DTR DTL QTE CF CLU SSI WSI HII AIP STS STN GOC VTD

Closed-source Models
GPT-5.2 62.4 19.7 20.3 8.6 16.4 23.0 15.9 0.5 0.0 0.6 0.0 0.0 0.0 12.9
Gemini-3-Pro 59.0 18.7 29.9 21.0 19.1 30.3 20.0 3.2 0.0 1.5 0.0 1.6 6.6 16.2
Claude-Opus-4.5 68.8 20.6 27.9 9.8 6.5 18.3 19.6 0.0 0.0 0.0 0.0 0.5 0.0 13.2
Qwen3-VL-PLUS 73.1 20.0 29.9 13.9 10.5 21.4 18.2 0.5 0.0 0.5 0.0 0.0 0.0 14.5
Seed-1.6 72.4 17.5 32.9 10.7 7.5 19.7 20.7 1.9 0.0 0.0 0.0 0.0 5.1 14.5
Open-source Models
InternVL3.5-8B 34.6 2.7 6.6 3.4 3.7 3.9 1.1 0.0 0.0 0.0 0.0 0.0 1.2 4.4
InternVL3.5-38B 51.2 16.9 10.5 1.6 2.7 7.7 7.2 0.0 0.0 0.0 0.0 0.0 14.9 8.7
Qwen2.5-VL-3B 43.9 7.0 7.8 5.4 3.4 6.1 6.4 0.7 0.0 0.5 0.0 0.0 22.9 8.0
Qwen2.5-VL-7B 50.4 3.8 13.3 5.9 9.3 10.8 5.0 0.6 0.0 0.0 0.0 0.0 20.0 9.1
Qwen2.5-VL-32B 61.1 12.2 15.0 4.6 8.4 9.6 11.6 0.5 0.0 0.0 0.0 0.0 12.7 10.4
Qwen3-VL-4B 55.3 20.7 13.0 4.0 9.8 11.0 8.5 0.6 0.0 0.5 0.0 0.0 9.9 10.3
Qwen3-VL-8B 61.1 16.4 20.2 2.8 8.9 14.1 11.2 0.0 0.0 0.0 0.0 0.0 0.0 10.4
Qwen3-VL-32B 59.7 15.1 16.0 4.4 9.2 11.6 12.7 0.0 0.0 0.0 0.0 0.0 2.4 10.1
GLM-4.6V-Flash-9B 51.4 15.7 19.9 1.6 7.8 10.7 8.9 0.0 0.0 0.0 0.0 0.0 0.0 8.9
GLM-4.6V-106B-A12B 62.1 22.1 21.8 8.3 9.7 17.8 10.7 0.5 0.0 0.0 0.0 0.0 12.1 12.7
MINICPM-V-4.5 51.3 14.7 23.1 11.2 3.8 9.6 6.8 0.0 0.0 0.0 0.0 0.0 0.0 9.3
Open-source Video Models
VideoLLaMA3-7B 16.7 5.2 1.9 2.2 1.8 2.7 2.6 0.0 0.0 0.0 0.0 0.0 0.0 2.5
LLaVA-NeXT-Video 0.0 0.5 0.5 0.0 0.0 0.5 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.1
VideoR1-7B 1.5 1.2 2.4 0.0 1.1 1.7 0.5 0.0 0.0 0.0 0.0 0.0 0.8 0.7
MOLMO-2-8B 15.7 14.0 8.3 0.8 4.8 2.4 3.7 0.0 0.0 0.0 0.0 0.0 0.0 3.8

D Additional Analyses

D.1 MAH-V Quality Control Ablation

We perform an ablation analysis over the three qual-
ity control agents to validate their effectiveness, as
shown in Table 8. For each ablation, we sampled
1,391 QA pairs and calculated the average human
acceptance over three trained annotators. Remov-
ing any quality control module decreases human
acceptance: removing the Fact Checker causes the
largest drop (−9.0 percentage points, to 86.5%),
followed by the Consistency Agent (−7.1 points)
and the Logic Checker (−2.8 points). Removing
all agents further degrades acceptance to 84.1%.

D.2 Layout-Aware OCR Ablation

To isolate the contribution of spatial layout in-
formation, we compare layout-aware OCR with
OCR tokens without layout-based reordering in Ta-
ble 9. Removing layout-aware reordering reduces
the overall score by 1.7 points, demonstrating that
preserving spatial structure is particularly impor-
tant.

D.3 VerEval Weighting Ablation

We select the final VerEval aggregation weight by
maximizing alignment with human judgments on
held-out annotated samples. Since Sconsist is pro-
duced by the consistency prompt and subsumes
factual conflicts as well as fact–logic coherence, it
serves as the primary term; Slogic provides a sec-
ondary penalty for flawed reasoning chains. We re-
port AUC (area under the ROC curve), which mea-
sures how well a metric ranks human-labeled Cor-
rect answers above Wrong answers; higher values
indicate stronger agreement with human judgments.
Table 10 shows that the 0.9/0.1 consistency–logic
weighting achieves the highest average AUC across
annotator sets. The variance across configurations
is below 0.002, indicating that VerEval is robust to
the exact weighting choice rather than sensitive to
parameter tuning.

D.4 Model-Size Scaling

Figure 5 shows scaling effects for Qwen2.5-VL
and Qwen3-VL. Qwen2.5-VL shows steady gains
across all levels, with L1 rising by 9.9 points and
L3 by 17.1 points. Conversely, Qwen3-VL dis-
plays non-monotonic patterns: while L1 and L2



Table 7: SAS Performance. Bold indicates the best, Underline indicates the second best. Task abbreviations:
DTR (Dynamic Text Recognition), DTL (Dynamic Text Localization), QTE (Query-Guided Text Extraction), CF
(Confirmation), CLU (Cross-Lingual Understanding), SSI (Situated Semantic Interpretation), WSI (Wearer-Centered
Situational Inference), HII (History-Conditioned Intent Inference), AIP (Action-Trajectory Intent Prediction), STS
(Structured Text Synthesis), STN (Spatio-Temporal Navigation Reasoning), GOC (Goal-Oriented Comparison),
VTD (Viewpoint Trajectory Description).

Model L1: Perception L2: Understanding L3: Wearer-Grounded Reasoning Overall
L1.1 L1.2 L2.1 L2.2 L2.3 L2.4 L2.5 L3.1 L3.2 L3.3 L3.4 L3.5 L3.6 AVG
DTR DTL QTE CF CLU SSI WSI HII AIP STS STN GOC VTD

Closed-source Models
GPT-5.2 84.4 74.4 69.5 77.3 76.5 76.6 56.1 71.8 70.2 74.1 71.5 71.8 70.4 72.6
Gemini-3-Pro 84.1 75.2 77.0 81.7 77.8 78.7 64.7 76.4 71.4 76.9 76.4 76.7 72.4 76.1
Claude-Opus-4.5 86.8 73.1 76.1 81.5 72.5 73.4 63.6 74.0 72.8 75.3 76.6 74.4 74.3 75.0
Qwen3-VL-PLUS 89.1 72.1 73.1 77.0 74.0 72.2 65.8 71.0 69.7 74.3 73.5 73.2 70.4 73.5
Seed-1.6 87.9 70.0 73.1 76.5 67.7 72.3 65.9 67.3 63.9 70.2 67.3 67.0 66.3 70.4
Open-source Models
InternVL3.5-8B 66.6 59.6 54.4 62.9 54.9 54.5 26.5 60.7 50.1 61.6 60.9 58.7 55.3 55.9
InternVL3.5-38B 79.2 68.7 54.9 55.5 58.4 54.6 36.9 51.2 51.9 54.6 51.1 52.8 59.3 56.1
Qwen2.5-VL-3B 75.0 67.7 64.8 73.6 62.0 59.7 34.7 62.0 64.5 61.2 62.1 61.0 54.9 61.8
Qwen2.5-VL-7B 79.8 65.0 65.4 74.7 69.5 65.3 30.0 68.0 69.4 68.6 68.3 65.7 82.4 67.1
Qwen2.5-VL-32B 83.2 69.2 64.1 76.7 70.0 65.3 51.7 64.2 66.5 67.2 65.9 65.2 64.5 67.2
Qwen3-VL-4B 80.4 72.1 65.1 73.2 71.3 65.6 48.6 67.6 66.0 68.3 64.3 64.5 58.3 66.6
Qwen3-VL-8B 82.4 67.7 65.1 60.8 70.6 64.5 56.9 56.1 62.8 57.1 55.6 53.1 64.7 62.9
Qwen3-VL-32B 83.1 70.4 66.4 76.3 71.7 69.3 57.1 65.3 68.7 69.1 69.8 66.0 69.2 69.4
GLM-4.6V-Flash-9B 80.3 63.4 60.3 44.0 57.1 57.8 42.7 46.1 51.5 47.1 47.0 46.5 44.7 53.0
GLM-4.6V-106B-A12B 83.8 73.2 64.1 73.7 71.7 66.7 51.0 60.4 62.0 64.8 61.5 59.4 62.5 65.8
MINICPM-V-4.5 78.0 64.0 64.6 74.6 52.9 61.9 45.9 61.6 59.2 61.9 60.5 57.7 42.3 60.4
Open-source Video Models
VideoLLaMA3-7B 58.4 59.9 61.3 67.9 61.1 55.5 35.6 60.9 61.8 65.3 64.3 62.1 42.5 58.2
LLaVA-NeXT-Video 39.6 56.4 46.5 60.7 56.0 48.1 26.5 54.6 58.3 57.3 60.3 57.6 22.7 49.6
VideoR1-7B 56.8 61.0 54.8 64.4 61.4 63.9 44.1 55.2 56.1 54.4 55.9 52.7 67.9 57.6
MOLMO-2-8B 56.7 65.2 54.8 60.2 63.3 53.9 34.4 54.7 56.6 55.3 53.9 52.0 37.5 53.7

Table 8: Ablation study evaluating the impact of each
quality control agent on the acceptability of the synthe-
sized tasks.

Fact Checker Logical Checker Consistency Agent Human
Acceptance

✗ ✗ ✗ 84.1%
✗ ✓ ✓ 86.5%
✓ ✗ ✓ 92.7%
✓ ✓ ✗ 88.4%
✓ ✓ ✓ 95.5%

Table 9: OCR layout ablation. Scores are reported by
task level and overall average.

Input L1 L2 L3 Overall

OCR+Layout 33.8 37.6 23.4 30.4
OCR-NoLayout 27.2 35.6 23.6 28.7

Table 10: VerEval weighting ablation measured by AUC
against human annotations.

Weight Ann-1 Ann-2 Ann-3 Avg.

0.5 / 0.5 0.827 0.827 0.837 0.830
0.7 / 0.3 0.827 0.826 0.840 0.831
0.8 / 0.2 0.828 0.827 0.840 0.831
0.9 / 0.1 0.828 0.827 0.840 0.832

scale upward, L3 performance regresses at 8B
(42.7 → 39.4) before recovering at 32B. These
results indicate that perception scales predictably,
whereas understanding and reasoning exhibit insta-
bility at scales.

D.5 Video-Pretrained Models

Video-native models show mixed results, with
most underperforming image-based counterparts.
LLaVA-NeXT-Video exhibits catastrophic failure
(15.1 overall), while VideoLLaMA3-7B (40.9) and
MOLMO-2-8B (35.6) trail behind similarly-sized
image models like Qwen3-VL-4B (51.9). VideoR1-
7B achieves competitive performance (50.4) with
notable strength in L3.2 (62.4), but still struggles
with Structured Text Synthesis (L3.3: 24.2) and
Viewpoint Trajectory Description (L3.6: 24.6).
These results suggest that conventional video pre-
training on third-person, motion-centric datasets
does not directly transfer to first-person, text-dense
wearable scenarios where frame-level text clarity,
wearer-view alignment, and semantic consistency
matter more than generic motion modeling.



Table 11: Available language-stratified VerEval check
for Qwen2.5-VL-7B.

Question language VerEval

Chinese-only 54.5
Chinese–English mixed 53.9

D.6 Language-Stratified Analysis

Table 5 provides the complete dataset breakdown
by QA and scene-text language. As an addi-
tional language-stratified model check reported
during rebuttal, Qwen2.5-VL-7B obtains simi-
lar VerEval scores on Chinese-only and Chinese–
English mixed questions (54.5 vs. 53.9; scores are
multiplied by 100). This two-group result suggests
no large gap between these strata for this model.

E Data Collection and Ethics

Participants and Consent. Eight volunteers, all
members of the research team, recorded the first-
person videos. There was no external recruitment,
paid crowdsourcing, or participant payment. Be-
fore recording, every participant received the col-
lection and privacy protocol and provided informed
consent with full information about the research
purpose, data processing, and planned distribution.
All collection procedures followed institutional eth-
ical and privacy guidelines.

Intent-Driven Collection Protocol. Recording
was restricted to permitted public settings in shop-
ping, transportation, and tourism scenarios. Par-
ticipants received instructions covering safety, pri-
vacy, and desired coverage of text-rich activities,
but were not given scripted actions or questions. In-
stead, they selected genuine activities they intended
to perform, such as reading a sign, confirming a lo-
cation, comparing displayed options, or navigating
with public text. Candidate QAs were grounded
in each recorder’s video evidence, after which the
original recorder checked their intent alignment.

Expert Validation. Following MAH-V, three do-
main experts independently validated each candi-
date QA pair against the original video, verified ref-
erence text, and task definition. Annotators could
correct or reject a problematic question or answer
rather than merely assign an acceptability label. Fi-
nal retention required unanimous approval or a 2/3
majority. This correction-and-majority procedure
provides a correctness-oriented check, while the
separately reported inter-annotator agreement of

κ = 0.89 measures the reliability of the validation
decisions.

Face Anonymization. All third-party faces in
videos and global images were automatically de-
tected and blurred while preserving the non-face
scene context needed for the tasks. Human review-
ers subsequently performed frame-level inspection
of the processed data. Any incomplete anonymiza-
tion was reprocessed and checked again before re-
lease.

Data Usage and Distribution. The anonymized
dataset is intended exclusively for academic, non-
commercial research. Its usage agreement prohibits
attempts to reverse anonymization or identify in-
dividuals and requires appropriate attribution and
responsible handling. Rejected or insufficiently
anonymized material is excluded from the release.


	Introduction
	Related Work
	WearerText
	Hierarchical Task Design
	Data Construction Pipeline
	MAH-V: Multi-Agent–Hybrid Verification
	VerEval: Verified-Evidence Evaluation

	Experiments
	Main Results
	Key Findings

	Conclusion
	Dataset Statistics
	Multi-Faceted Per-Task Evaluation
	Implementation Details
	 Data Construction Pipeline
	VerEval Judge Setup
	VerEval Scoring Prompts

	Additional Analyses
	MAH-V Quality Control Ablation
	Layout-Aware OCR Ablation
	VerEval Weighting Ablation
	Model-Size Scaling
	Video-Pretrained Models
	Language-Stratified Analysis

	Data Collection and Ethics

